
Qlro audit report
vendor-neutral quantum-device selection evidence

Recommended device

ibm_kingston
Second-best alternative

ionq_aria-1

Report ID audit_example_2026_05

Generated at 2026-05-18T00:00:00+00:00

Workload VQE LiH ground state (4-qubit)

Customer organisation Example Customer Org

Issued via partner Example Partner SaaS

Audit regime (not applicable)

Qlro runtime 0.14.0

Snapshot commit example_snapshot_2026_05_a3f2e9b

Snapshot DOI 10.5281/zenodo.19785800

Content hash c7f1c4b6f529e1583a9b9b70d4bc87509e8658a4c3ef2616f20ddc41206cdedb

? Auditor's check
First page an auditor sees. Names everyone who touched the decision and pins it to a content hash so the bytes can be checked later. The
recommended + alternate fields here must match Section 5 exactly.
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Section 2 - Independence Statement

? Auditor's check
If this page is blank, the PDF refuses to render. The signed clause is the structural promise that the recommendation wasn't bought. Verify the
partner attestation timestamp is before the report's generated_at.

Qlro is the third-party issuer of this report. The recommendation produced by the Qlro engine is derived from the Metriq community

snapshot and the open WCPP methodology. Qlro Inc. and its parent StockFolio Inc. do not receive payment, equity, or referral

compensation from any of the quantum hardware vendors named in the candidate set below. This statement is contractually

binding on the partner that issued this report (named on the cover page); the partner has signed an independence attestation

forbidding manipulation of recommendation output.

Issued via partner Example Partner SaaS

Attestation signed at 2026-05-01T12:00:00+00:00

Verify the signature on the last page using the Qlro public signing key published at https://qlro.io/.well-known/qlro-signing-pubkey.pem or with the

qlro CLI: `qlro verify <this-file>.pdf`.
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Section 3 - Workload Specification

? Auditor's check
States exactly what was being evaluated. Lets a reviewer reproduce the question, not just the answer. Circuit shape + priorities + constraints
together define the search space Section 4 walked.

Circuit -

Qubits 12

Depth 200

1-qubit gates 312

2-qubit gates 184

Shots 20000

Priority weights fidelity=0.6, cost=0.3, queue=0.1

Constraints (not applicable)
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Section 4 - Candidate Devices Considered

? Auditor's check
Every device on the table - included or excluded with a machine-readable reason code, so "we didn't even look at X" is impossible. Reason
codes are part of the framework, not a rendering choice.

The recommendation engine considered the following devices. Devices below the recommendation cut were excluded; the reason code is shown

next to each row. Reason codes: AVAIL = vendor or device offline at decision time, FIT = fit score below threshold, COST = cost-per-shot above

the customer's ceiling, QUEUE = expected queue wait above the customer's ceiling, TOPO = topology / native-gate set incompatible with the

workload.

Rank Device Vendor Fit Pred. F Status Reason

1 iqm_garnet iqm 0.782 0.873 - -

2 ibm_brisbane ibm 0.731 0.841 - -

3 ionq_aria-1 ionq 0.694 0.812 ALTERNATE -

4 rigetti_ankaa-3 rigetti 0.512 0.642 EXCLUDED FIT

5 ibm_eagle_r3 ibm 0.000 0.000 EXCLUDED INSUFFICIENT_QUBITS
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Section 5 - Recommendation & Three-axis Decomposition

? Auditor's check
The actual recommendation, broken into the three axes that drove it. The Pareto plot lets a reviewer see how far the alternative was - a tight
Pareto means the second-best choice deserves a second look.

The recommendation reflects a weighted aggregate of three axes. Each axis is normalised on its own scale to the [0, 1] range before the weighted

sum is taken. The Pareto plot below shows every candidate device on the (fidelity, cost) plane; the recommended and alternate devices are

highlighted.

Weight Raw value Normalised Contribution

Fidelity 0.60 0.8730 0.910 0.546

Cost (USD/run) 0.30 0.4200 0.660 0.198

Queue (sec) 0.10 14.0000 0.780 0.078
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Section 6 - Confidence & Uncertainty

? Auditor's check
The number behind the number. Sample size, 95% confidence band on Pearson r, and how stale the calibration data was. If
calibration_age_days is high, the prediction is on older ground than today's reality.

Confidence is derived from three sources: (a) the sample size of community-submitted outcomes for the recommended device, (b) the Fisher-z

confidence interval on the predicted-vs-observed Pearson r at the snapshot level, and (c) the freshness of the Metriq calibration data the prediction

is conditioned on.

Community outcomes for recommended device 5120

Fisher-z 95% band on r r = 0.873 [0.816, 0.930]

Calibration age (days since last Metriq sync) 1
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Section 7 - Reproducibility Bundle

? Auditor's check
Five lines of Python plus a snapshot DOI = a deterministic re-run. An auditor can verify without ever calling Qlro. The frozen snapshot
guarantees the same output bytes on rerun, today or in five years.

An external reviewer can reproduce the recommendation byte-for-byte with the following bundle. The frozen Metriq snapshot referenced by

snapshot_commit + snapshot_doi will not be rewritten (Qlro invariant I-3); a future Qlro release will return the same ranking when given the same

input + the same snapshot.

1. Install: `pip install qlro==0.14.0`

2. Python (5 lines):

from qlro import recommend

rec = recommend(

    workload=VQE . LiH ground state . 4 qubits . depth=22 . 4096 shots,

    snapshot_commit="example_snapshot_2026_05_a3f2e9b",

)

assert rec.recommended.device == "ibm_kingston"

3. curl (against the API):

curl -s https://qlro.io/api/v1/recommend \

  -H 'Authorization: Bearer $QLRO_API_KEY' \

  -H 'Content-Type: application/json' \

  -d '{

  "workload_spec": {

    "circuit": {

      "n_qubits": 12,

      "depth": 200,

      "n_1q": 312,

      "n_2q": 184

    },

    "shots": 20000,

    "priorities": {

      "fidelity": 0.6,

      "cost": 0.3,

      "queue": 0.1

    }

  },

  "candidates": [

    {

      "device": "iqm_garnet",

      "vendor": "iqm",

      "fit_score": 0.782,

      "predicted_fidelity": 0.873,

      "cost_per_run_usd": 0.42

    },

    {

      "device": "ibm_brisbane",

      "vendor": "ibm",

      "fit_score": 0.731,

      "predicted_fidelity": 0.841,

      "cost_per_run_usd": 1.2

    },

    {

      "device": "ionq_aria-1",

      "vendor": "ionq",

      "fit_score": 0.694,

      "predicted_fidelity": 0.812,
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      "cost_per_run_usd": 3.85

    },

    {

      "device": "rigetti_ankaa-3",

      "vendor": "rigetti",

      "fit_score": 0.512,

      "predicted_fidelity": 0.642,

      "cost_per_run_usd": 0.65,

      "excluded": true,

      "exclusion_reason": "FIT"

    },

    {

      "device": "ibm_eagle_r3",

      "vendor": "ibm",

      "fit_score": 0.0,

      "predicted_fidelity": 0.0,

      "cost_per_run_usd": 0.0,

      "excluded": true,

      "exclusion_reason": "INSUFFICIENT_QUBITS"

    }

  ],

  "axes": [

    {

      "name": "Fidelity",

      "weight": 0.6,

      "raw_value": 0.873,

      "normalised": 0.91,

      "contribution": 0.546

    },

    {

      "name": "Cost (USD/run)",

      "weight": 0.3,

      "raw_value": 0.42,

      "normalised": 0.66,

      "contribution": 0.198

    },

    {

      "name": "Queue (sec)",

      "weight": 0.1,

      "raw_value": 14.0,

      "normalised": 0.78,

      "contribution": 0.078

    }

  ],

  "confidence": {

    "n_community_outcomes": 5120,

    "fisher_z_band_text": "r = 0.873 [0.816, 0.930]",

    "calibration_age_days": 1

  }

}'
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Section 8 - Citation & Audit Trail

? Auditor's check
BibTeX so the customer can cite the decision in a paper or memo. Audit-log table so the chain of who-did-what is signed and tamper-evident.
The citekey is anchored to the customer, not the partner - switching partners doesn't strand the citation.

The decision documented here is also addressable via a stable URL and BibTeX citation. The citation key is bound to the customer organisation,

not the partner that issued this report; if the customer changes partners, the citation chain follows the customer (Qlro invariant I-10).

Citation URL https://qlro.io/cite/audit_example_2026_05

BibTeX
@misc{qlro_audit_example_2026,

  author       = {{Qlro}},

  title        = {{Example audit report - VQE LiH ground state}},

  year         = {2026},

  howpublished = {Qlro audit PDF (example); https://qlro.io/audit-example.pdf},

  doi          = {10.5281/zenodo.19785800}

}

Audit trail (most-recent first)

action actor when

- - -

- - -

- - -

- - -

- - -

page 9 of 10 id: audit_example_2026_05



Cryptographic signature

The bytes of this PDF were signed with an Ed25519 keypair held by Qlro. Any byte change in the PDF - including this signature

page - invalidates the signature.

Algorithm Ed25519

Signing key ID example_2026_05

Public key fingerprint (SHA-256 of PEM)dbb25d8b6d885888

Signed at (UTC) 2026-05-23T06:03:32.124664+00:00

Public key URL https://qlro.io/.well-known/qlro-signing-pubkey.pem

Verify with CLI qlro verify <this-file>.pdf

Ed25519 signature
__QLRO_SIG_BEGIN__

6f2450d01c8cbece44c7c7d40cf2df170bce33a284e64abc035803d051a93ad7

c6fb486a206eaa991e4faf8dd68dc84e003af3ea041717dcd66784b65dd2990e

__QLRO_SIG_END__
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